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Abstract: Reliable monthly streamflow forecasts support reservoir operation, water allocation and drought preparedness, yet the skill
of data-driven models is rarely compared across hydrologically contrasting catchments under an identical protocol. This study
evaluated multiple linear regression (MLR), support vector regression (SVR), random forest (RF), gradient boosting machine (GBM)
and a multilayer perceptron (MLP) for monthly streamflow prediction in six French catchments (Bruche, Meuse, Loing, Odet, Ubaye
and Esteron) that span oceanic, lowland karstic, groundwater-dominated, mid-mountain, Alpine nival and Mediterranean regimes.
Daily SAFRAN-based precipitation, temperature and potential evapotranspiration and observed streamflow from the CAMELS-FR
sample (1999-2018) were aggregated to 240 monthly values per catchment. Three input scenarios were built from autocorrelation
and cross-correlation analyses: antecedent flows only (S1), antecedent flows plus antecedent climate and a seasonal signal (S2, a true
one-month-ahead forecast), and S2 plus same-month climate (S3, a perfect-forcing upper bound). Models were tuned by five-fold
forward-chaining cross-validation on 1999-2012 and tested on 2013-2018 against persistence and climatology benchmarks. In the
forecast setting (S2) the best models reached a Nash—Sutcliffe efficiency (NSE) of 0.25-0.87 and beat climatology in every
catchment, but gains over MLR were small. Adding same-month climate (S3) raised the best NSE to 0.63-0.94 and reduced RMSE
by 21-65%, the largest gains occurring in the rain-fed Esteron, Odet and Bruche catchments and the smallest in the snowmelt-driven
Ubaye. The MLP ranked first in S3 (mean NSE = 0.85; best in five of six catchments), followed by SVR (0.80), whereas RF and
GBM overfitted and could not extrapolate beyond the largest training flows. Permutation importance showed that one-month lagged
flow and same-month precipitation dominated, while seasonal terms and 12-month lagged flow were informative only in the nival
Ubaye. Forecast skill at the monthly scale is therefore governed more by catchment memory and by the quality of meteorological
forecasts than by the choice of algorithm.
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1. Introduction

Monthly streamflow forecasts are a basic input to
water resources planning. Reservoir release rules,
irrigation quotas, hydropower scheduling and drought
management plans are all set weeks to months ahead,
and errors in the expected inflow translate directly into
water shortages or unnecessary spills. Physically based
and conceptual rainfall-runoff models remain the
reference tools for this task, but they require careful
calibration, continuous forcing data and, for forecasting,
a meteorological forecast chain. Data-driven models
offer a lighter alternative that learns the input—output
relationship directly from observed records, and over the
past two decades they have become a standard
component of the hydrological forecasting toolbox
(ASCE Task Committee, 2000; Maier and Dandy, 2000;
Yaseen et al., 2015).

Artificial neural networks (ANNs) were the first
machine learning (ML) models to be widely used for
streamflow prediction (Kisi, 2007; Piri et al., 2009).
Support vector regression (SVR), which follows the
structural risk minimisation principle (Vapnik, 1995;
Drucker et al., 1997), later gave more accurate long-term
discharge predictions than autoregressive moving
average (ARMA) models and ANNs (Lin et al., 2006).
Wang et al. (2009) compared ARMA models, ANNSs,
adaptive neuro-fuzzy inference systems (ANFIS),

genetic programming and support vector machines for
monthly discharge and found that the best model
depended on the evaluation criterion. Tree ensembles
such as random forest (RF; Breiman, 2001) and gradient
boosting machines (GBM; Friedman, 2001) have since
gained popularity because they handle non-linear
interactions with little tuning (Tyralis et al., 2019). Deep
learning, in particular the long short-term memory
network, has pushed daily rainfall-runoff simulation to
new levels of accuracy in large-sample settings (Kratzert
etal., 2018; Feng et al., 2020; Ni et al., 2020; Nearing et
al., 2021).

Despite this progress, three issues limit what can be
concluded from much of the monthly forecasting
literature. First, most studies examine one or two
catchments, so it is unclear whether the ranking of
algorithms is a property of the models or of the particular
hydrological regime (Papacharalampous et al., 2019).
Second, the input set often mixes antecedent information
with same-month meteorological observations. Such
models are useful for simulation, but in operational
forecasting the same-month precipitation is itself
unknown and must come from a weather or seasonal
forecast (Akbarian et al., 2023). Reporting the two
settings separately shows how much of the apparent skill
depends on the forcing rather than on the learning
algorithm. Third, ML results are seldom compared with
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naive benchmarks such as persistence and monthly
climatology, even though the Nash—Sutcliffe efficiency
(NSE) is itself a comparison with the mean flow and can
look favourable for strongly seasonal rivers (Knoben et
al., 2019). Recent multi-model comparisons for monthly
flow (Ayana et al., 2023) and daily flow (Rasouli et al.,
2012) also show that performance depends strongly on
the predictors that are supplied.

Large-sample hydrology datasets make it possible to
address these issues with consistent data. The CAMELS
family of datasets provides quality-controlled forcing,
streamflow and catchment attributes for many basins
(Addor et al., 2017), and the recent CAMELS-FR
dataset extends this approach to France, one of the most
hydrologically diverse countries in Europe (Delaigue et
al., 2025). Within a few hundred kilometres, French
rivers range from rain-fed oceanic streams in Brittany
and chalk- and limestone-fed rivers in the Paris Basin to
snowmelt-dominated Alpine rivers and flashy
Mediterranean systems.

The objective of this study was to compare five data-
driven models, namely multiple linear regression
(MLR), SVR, RF, GBM and a multilayer perceptron
(MLP), for monthly streamflow prediction in six French
catchments that represent contrasting hydro-climatic
regimes. Specifically, the study aimed to (i) characterise
the monthly regimes, memory and recent trends of the
catchments; (ii) identify input combinations from
autocorrelation and cross-correlation analyses; (iii)
quantify skill in a genuine one-month-ahead forecast
setting and in a perfect-forcing setting, each against
persistence and climatology benchmarks; and (iv)
interpret the models by permutation importance and
seasonal error analysis. All data are openly available, so
the full workflow can be reproduced.

2. Materials and Methods
2.1. Study Area and Data

Six catchments were selected from the CAMELS-FR
sample distributed with the airGRdatasets package
(Delaigue et al., 2024, 2025). They were chosen to cover
the main hydrological regimes of metropolitan France
and to have almost complete streamflow records (Figure
1; Table 1). The Bruche at Russ drains the eastern slopes
of the Vosges massif and has a mixed rain—snow regime.
The Meuse at Saint-Mihiel is a large lowland river on
the limestone plateaus of Lorraine. The Loing at Episy
drains the sedimentary Paris Basin, where the chalk and
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limestone aquifers sustain baseflow and part of the
recharge leaves the topographic catchment (Le Moine et
al., 2007). The Odet at Ergué-Gabéric is an oceanic,
rain-fed river in Brittany. The Ubaye at Lauzet-Ubaye is
a high Alpine catchment (median elevation 2128 m)
with a snowmelt peak in May—June, and the Esteron at
Broc is a Mediterranean pre-Alpine river with autumn
floods and summer low flows.
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Figure 1. Location of the six study catchment outlets in France and
their hydrological regimes

For each catchment, CAMELS-FR provides daily
catchment-average total precipitation (P) and air
temperature (T) from the SAFRAN reanalysis of Météo-
France (8 km grid; Quintana-Segui et al., 2008; Vidal et
al., 2010), potential evapotranspiration (PET) computed
with the temperature-based formula of Oudin et al.
(2005), and observed daily streamflow (Q, mm d") from
the French national hydrometric archive. The common
period was 1 January 1999 to 31 December 2018. Daily
values were aggregated to monthly totals of P, PET and
Q (mm month!) and to monthly mean T (°C). Monthly
Q was computed as the mean of the valid daily values
multiplied by the number of days in the month, and
months with fewer than 20 valid daily flows were treated
as missing. This rule removed one month for the Ubaye
(November 2009) and four months for the Esteron
(September—October 2004 and June—July 2014). All
other series were complete (240 months).
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Table 1. Main characteristics of the study catchments (1999-2018)

Elevation, P

PET Q

Catchment Station (code) :;‘é‘; (];;'It) (?(x?) median (mm (mm (mm (02) QP PET/P Regime
(range) (m)  yr™) yr™) yr’h)
La Bruche a Russ 603 (264— Mid-mountain rain-
Bruche [Wisches] (A273011002) 7.28 48.51 224 1102) 1244 620 769 8.6 0.62 0.50 snow (Vosges)
La Meuse a Saint-Mihiel 351 (199— Lowland pluvial,
Meuse (B222001001) 5.53 48.87 2543 509) 954 665 366 9.9 0.38 0.70 karstic (Lorraine)
Groundwater-
. Le Loing a Episy 137 (48— dominated
Loing (F439000101) 2.79 48.34 3917 380) 754 712 166 112 0.22 0.94 sedimentary (Paris
Basin)
L'Odet a Ergué-Gabéric - 140 (13— Oceanic pluvial
Odet Treodet (J421191001) -4.06  48.01 203 301) 1297 675 722 11.1  0.56 0.52 (Brittany)
L'Ubaye au Lauzet-Ubaye L
Ubaye [Roche-Rousse] - DREAL 640 4445 943 21 2;; 82?8’ 998 436 649 35 065 044 ( SAIIEL“" “Klal )
PACA (X045401001) outhern Alps
L'Esteron au Broc [La 900 (137— Mediterranean pre-
Esteron Clave] (Y643401001) 7.16 43.85 442 1875) 1072 727 449 10.6  0.42 0.68 Alpine (Provence)

P = precipitation; PET = potential evapotranspiration (Oudin et al., 2005); Q = streamflow depth; T = mean air temperature; Q/P = runoff coefficient; PET/P = aridity index.

Elevations are catchment hypsometric values from CAMELS-FR.
2.2 Statistical Characterisation and Trend
Analysis

Descriptive statistics (minimum, maximum, mean,
standard deviation, coefficient of variation, skewness
and excess kurtosis) were computed for monthly Q and
P, and normality was tested with the Shapiro—Wilk test.
Monotonic trends in annual P, PET, T and Q were tested
with the Mann—Kendall test (Mann, 1945; Kendall,
1975), using the variance correction of Hamed and Rao
(1998) to account for serial correlation. Trend
magnitudes were estimated with the Sen (1968) slope.
For Q, the annual value was taken as twelve times the
mean of the available monthly values, so that the few
missing months did not bias the annual totals. The
Mann—-Kendall statistic is:

S =y ;'l=i+15gn (xj - xi) (D

where x_{i} and x_{j} are the annual values in years
i and j and n = 20 is the record length. The standardised
statistic Z is obtained from S and its corrected variance,
and |Z] > 1.96 indicates a significant trend at the 5%
level. The Sen slope is the median of all pairwise slopes
Ce_{j} = x_{iHG — ).
2.3. Input Selection and Forecasting Scenarios

Candidate predictors were identified from the
autocorrelation (ACF) and partial autocorrelation
(PACEF) functions of log-transformed monthly flow and
from the cross-correlation between flow and
precipitation, all computed on the training period only
(Bowden et al., 2005). Three input scenarios were then
defined (Table 2). Scenario S1 uses only antecedent
flows, i.e. the lags with significant PACF (1-3 months)
plus the 12-month seasonal lag. Scenario S2 adds
antecedent precipitation, temperature and PET together
with a sine—cosine encoding of the calendar month.
Because every S2 predictor is known at the end of month
t—1, S2 is a true one-month-ahead forecast. Scenario S3
adds same-month P, T and PET. It represents simulation
with observed forcing, or forecasting with a perfect
meteorological forecast, and therefore gives an upper
bound on what better meteorological forecasts could
deliver. The month of the year m was encoded as:

Sm = Sin (an) Cm = COS (2”m>

m = 12 /)’ m = 12
Table 2. Input combinations used for the monthly streamflow

models
Scenario Inputs No.

S1 Q(t-1), Q(t-2), Q(t-3), Q(t-12) | 4
S1+P(t-1), T(t-1), PET(t-1),
sin(m), cos(m)

)

Setting

Flow memory only

One-month-ahead

82 forecast

9

Perfect forcing
(simulation)

S3 S2 + P(t), T(t), PET(t) 12

Flow inputs and the target were transformed with
In(1 + Q) to reduce skewness, and all inputs were
standardised to zero mean and unit variance using
training-period statistics. Predictions were back-
transformed to mm month™! and negative values were set
to zero. The first 12 months (1999) were used only to
build lagged inputs. Samples with a missing target or
missing lagged flow were removed, which left 156
training months (2000-2012) and 72 test months (2013—
2018) for four catchments, 151/72 for the Ubaye and
149/65 for the Esteron.

24. Machine Learning Models

Multiple linear regression. MLR was used as the
linear reference. It is fitted by ordinary least squares, and
its predicted log-flow is a weighted sum of the
standardised inputs.

Support vector regression. SVR fits a function that
deviates from the targets by at most € while remaining
as flat as possible (Vapnik, 1995; Drucker et al., 1997).
With a radial basis function (RBF) kernel the prediction
is:

Y0 =X (e —ap) exp(~y 1 x—x; 1) + b
A3)

where a; and ;" are Lagrange multipliers bounded by
the regularisation constant C, vy is the kernel width and b
is the bias. The values of C, y and € were tuned (Table
3).

Random forest. RF averages B regression trees,
each grown on a bootstrap sample with a random subset
of predictors considered at each split (Breiman, 2001):
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Gradient boosting machine. GBM builds an
additive model in which each new shallow tree &_{k} is
fitted to the negative gradient of the squared loss, i.e. to
the residuals of the current ensemble, and is added with
a learning rate v (Friedman, 2001). Stochastic
subsampling of 80% of the training data was applied at
each iteration:

F,(x) = Fj_1(X) + v h, (%), k=1,..,K (5

Multilayer perceptron. The MLP is a feed-forward
network with one or two hidden layers (Rumelhart et al.,
1986). For one hidden layer with A neurons, the output
is:

y=2 3w o(X_ vjixi + b))+ by (6)

where ¢ is the activation function (tanh or ReLU),
v {ji} and w_{j} are weights and b are biases. The
weights were estimated with the quasi-Newton L-BFGS
algorithm, and an L2 penalty a controlled overfitting.

Hyperparameters were selected by an exhaustive grid
search (Table 3) with five-fold forward-chaining cross-
validation on the training period, so that each validation
fold always followed its training data in time (Bergmeir
and Benitez, 2012). The root mean square error of log-
flow was the selection criterion. RF used 500 trees. The
final models were refitted on the full training period and
applied once to the test period. All computations were
made in Python with scikit-learn 1.8 (Pedregosa et al.,
2011) and a fixed random seed.

Table 3. Hyperparameter search spaces

Model Hyperparameters and candidate values
MLR None (ordinary least squares)
SVR Kernel = RBF; C € {0.1, 1, 10, 100}; y € {0.01, 0.05, 0.1,
0.5}; € € {0.01,0.05,0.1}
RF Trees = 500; max depth € {4, 8, none}; min samples leaf €
{1, 3, 5}; max features € {0.33, 0.66, 1.0}
GBM Trees € {100, 300, 600}; learning rate € {0.01, 0.05, 0.1};
max depth € {2, 3, 4}; subsample = 0.8
MLP Hidden layers € {(4), (8), (16), (8,4)}; a € {0.001, 0.01, 0.1,

1}; activation € {tanh, ReLU}; solver = L-BFGS

2.5. Benchmarks and Evaluation Criteria

Two naive benchmarks were evaluated on the same
test months: persistence, in which the forecast equals the
previous month’s flow, and climatology, in which the
forecast equals the 1999-2012 mean flow for the same
calendar month. Model performance was measured with
the coefficient of determination (R?), root mean square
error (RMSE), mean absolute error (MAE), NSE (Nash
and Sutcliffe, 1970), Kling-Gupta efficiency (KGE;
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Gupta et al., 2009) and percent bias (PBIAS; Moriasi et
al., 2007):

RMSE = \/% (0 — S))? (7)
MAE = ~¥7,10; - ;] (8)

)

IR 0i-5)?
NSE = 1- 22000
KGE=1—/(r — 12+ (a — 1)? + (B — 1)?
(10)

PBIAS =100

2?:1(Si_0i)
0, (11)

where O _{i} and S {i} are observed and predicted
monthly flows, » is the Pearson correlation between
them, a = os/00 is the ratio of their standard deviations
and P = ps/po is the ratio of their means. Models were
ranked by RMSE within each catchment and scenario,
and the ranks were averaged over the catchments. The
significance of differences in squared errors was tested
with the Diebold—Mariano test (Diebold and Mariano,
1995) with the small-sample correction of Harvey et al.
(1997). Input relevance was assessed by permutation
importance (Breiman, 2001), i.e. the increase in test
RMSE when one input is randomly shuffled (30
repetitions). It was averaged over the RF and GBM
models of scenario S3 and normalised to percentages for
each catchment.

3. Results

3.1. Hydro-Climatic Characteristics

The six catchments differ strongly in water balance
(Table 1). Mean annual precipitation ranged from 754
mm in the Loing to 1297 mm in the Odet, and runoff
ranged from 166 mm to 769 mm. The runoff coefficient
was lowest in the Loing (0.22), where the aridity index
approaches unity (PET/P = 0.94), and highest in the
Ubaye (0.65) and the Bruche (0.62). The monthly
regimes (Figure 2) show the expected contrasts. The
Bruche, Meuse, Loing and Odet have winter high flows
and late-summer low flows that follow the seasonal
cycle of PET. The Ubaye has a single snowmelt peak in
May (149 mm month! on average) despite fairly
uniform precipitation. The Esteron shows a precipitation
maximum in November and a strong autumn—winter
flow response. In the Loing, the monthly flow varies
only between about 5 and 24 mm month™!, reflecting the
damping effect of groundwater storage.
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Figure 2. Mean monthly precipitation (P, bars), potential evapotranspiration (PET), streamflow (Q) and air temperature (T, right axis) of the
study catchments, 1999-2018

Monthly flows were positively skewed in all
catchments (skewness 1.43-1.92; Table 4), with
coefficients of variation between 0.76 (Loing) and 1.04
(Meuse). The Shapiro—Wilk test rejected normality for
all raw series (p < 0.001) and, although the logarithmic
transformation reduced the skewness, the transformed
series also remained non-normal (p < 0.001). This
supports the use of transformation together with non-
parametric learners. The time series (Figure 3) show that
several of the largest monthly flows occurred in the test
period. These include January 2018 in the Bruche (286
mm) and the Meuse (175 mm), and June 2016 in the
Loing (67 mm), which exceeded the corresponding
training maxima.

Table 4. Descriptive statistics of monthly streamflow (mm month™),

1999-2018

Catcltlmen N l\:i Max Mnea SD cv Sxe K:ll’
Bruche o 0 PP e Ol 0S4 0
Mewse o 16 v os0s 10 e o
Loing 2(;‘ 27 669 139 12' 067 167 352
Odet Hoa P w2 0% s am
Ubaye 293 8.6 2‘;1' 54.1 456' 068 180 2.87
Esteron = 49 3374 31 00 e s

SD = standard deviation; CV = coefficient of variation; Kurt = excess kurtosis.
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Figure 3. Monthly streamflow series of the six catchments; the dashed line separates the training (1999-2012) and testing (2013-2018) periods

The modified Mann—Kendall test (Table 5) showed
significant decreases in annual precipitation in the
Bruche (—19.6 mm yr'!) and the Meuse (—14.0 mm yr'!),
and significant warming in the two southern catchments,
the Ubaye (+0.073 °C yr'!) and the Esteron (+0.061 °C
yr'!), where PET also increased significantly. None of
the annual streamflow series had a significant trend over
1999-2018. The 20-year record is short, so these results
describe recent variability rather than long-term change,
but they show that the test period is not a simple
continuation of the training period.

Table 5. Sen slopes (per year) and modified Mann—Kendall Z
statistics (in brackets) of annual series, 19992018

Catchment P (mm) PET (mm) T (°C) Q (mm)

Bruche —19.6* +1.4 +0.031 -9.9
(—2.11) (+1.91) (+1.27) (-1.20)

Meuse —14.0* +1.2 +0.024 =73
(—2.04) (+1.11) (+1.13) (-1.07)

Loing -33 +0.6 +0.016 -1.0
(—0.68) (10.62) (+0.49) (=0.31)

Odet -8.0 +0.0 +0.002 -2.1
(-1.01) (+0.00) (+0.00) (=0.03)

Ubaye -2.0 +2.6* +0.073* +1.7
(=0.16) (+3.03) (+3.21) (+0.23)

Esteron +8.6 +2.3% +0.061* +8.9
(+0.49) (+2.91) (+3.35) (+1.01)

significant at the 5% level (|Z] > 1.96), Hamed and Rao (1998) variance correction

3.2, Memory Structure and Input Selection
The lag-1 autocorrelation of log-flow ranged from
0.63 (Esteron) to 0.78 (Loing) and was well above the
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95% confidence limit (+0.15) in every catchment
(Figure 4). The PACF was significant at lag 1
everywhere and significantly negative at lags 2-3 in
most catchments, which motivated the use of three flow
lags. The 12-month ACF was high in the Loing (0.70),
the Meuse (0.65) and the Ubaye (0.65) but weak in the
Esteron (0.28), consistent with a regular annual cycle in
the first three and irregular flood timing in the

Mediterranean  catchment. The  cross-correlation
between flow and precipitation was highest at lag 0 in
all catchments except the Odet, where the correlation
with the previous month’s precipitation was slightly
higher (r = 0.63 vs. 0.60). In the Ubaye the lag-3 cross-
correlation was negative (r = -0.17), reflecting the delay
between winter snowfall and spring melt.

Bruche Meuse Loing
1.0 4 - .
E 05 E -
=
£
5 0.0 - -
]
~0.5 4 1 .
S S St B R S S T R S
0 3 6 9 12 15 18 21 24 0 3 6 9 121518 21 24 0 3 6 9 121518 21 24
Odet Ubaye Esteron
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E 054 - J
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8 ||1]1 N
._{:]_5— . 4
T T T T T T T T T T T Li T T T T T T T T T T T T T T T
03 6 9 121518 21 24 0 3 6 9 12 1518 .21 2 0 3 6 9 121518 21 24

Lag (months)

Lag (months)

Lag (months)

Figure 4. Autocorrelation (ACF) and partial autocorrelation (PACF) functions of log-transformed monthly streamflow in the training period;
the shaded band is the 95% confidence interval

3.3. Forecasting Performance

Figure 5 summarises the test-period NSE of all
models and benchmarks. Persistence was the weakest
benchmark (NSE =~ 0.00-0.43) because monthly flows

change quickly relative to their memory. Climatology
was much stronger in the regular-regime catchments and
reached NSE = 0.77 in the Ubaye and 0.57 in the Odet,
but only 0.11-0.12 in the Loing and the Esteron.
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Figure 5. Test-period (2013-2018) Nash—Sutcliffe efficiency of the benchmarks (climatology, persistence) and the five models under input
scenarios S1-S3

With flow memory alone (S1), the best models
reached NSE = 0.23-0.77. These values were only
marginally above climatology in the Ubaye (0.77 vs.
0.77) and, in the Bruche, MLR (0.33) and SVR (0.31)
were below the climatology benchmark (0.36). Adding
antecedent climate and the seasonal signal (S2)
improved all six catchments. The best S2 models
achieved NSE = 0.47 (Bruche, GBM), 0.42 (Meuse,
MLP), 0.41 (Loing, MLP), 0.72 (Odet, MLP), 0.87
(Ubaye, SVR) and 0.25 (Esteron, MLR), and all of these
exceeded climatology. However, the five algorithms
were close to each other in S2. The mean NSE over the
six catchments was 0.50 for MLR, 0.50 for SVR, 0.49
for MLP, 0.47 for GBM and 0.46 for RF (Table 7). In
other words, when the future forcing is unknown, the
non-linear models add little to a linear model built on the
same predictors.

Supplying same-month climate (S3) changed the
picture. The best NSE rose to 0.63—0.94 and the best
KGE to 0.73-0.96 (Table 6). Compared with the best S2
model, RMSE fell by 65% in the Esteron, 55% in the
Odet, 54% in the Bruche, 41% in the Meuse, 29% in the
Ubaye and 21% in the Loing. The ranking of the
algorithms also became clearer. The MLP was the best
model in five catchments and had the best mean rank
(1.17) and the highest mean NSE (0.85). SVR was
second (mean rank 2.00; mean NSE 0.80) and was the
best model in the Ubaye (NSE = 0.94, KGE = 0.96).
GBM ranked third (0.78), while MLR (0.65) and RF
(0.68) ranked last. The MLR result in the Odet (NSE =
0.42 in S3 vs. 0.70 in S2) shows that adding correlated
same-month inputs can harm a linear model in log space
when the test period contains flows outside the training
range.

Table 6. Test-period (2013—2018) performance of the models under the forecast (S2) and perfect-forcing (S3) scenarios

Catchment  Model NSSZE KSéE RI\S/IZSE s2MAE 2 5,2;"5 S3R? NSS3E KS(::’E RI\S/IS’SE s3MAE 53 5,2;“5

Bruche MLR 045 0.54 38.4 26.1 2109 0.84 0.81 0.87 2.6 123 73
SVR 045 0.48 38.4 25.1 2156 0.90 0.88 0.87 18.0 10.9 2108

RF 0.46 0.48 38.1 255 127 0.86 0.78 0.65 25 15.8 2130

GBM 047 0.46 378 25.4 2140 0.91 0.86 0.74 19.6 12.4 16

MLP  0.41 0.53 399 264 3.6 0.90 0.88 0.85 17.6 10.9 102

Meuse MLR _ 0.42 0.57 249 14.9 153 0.76 0.59 0.69 21.0 9.5 32
SVR 040 0.44 252 14.4 262 0.81 0.74 0.81 16.5 7.6 7.4

RF 035 0.41 263 14.2 212 0.58 0.53 0.52 2.4 12.0 203

GBM 038 0.40 258 13.8 214 0.76 0.71 0.65 175 9.0 174

MLP 042 0.50 2438 145 -15.0 0.82 0.80 0.87 14.5 7.6 9.0

Loing MLR 040 0.47 9.4 49 2150 0.64 0.62 0.67 74 3.8 2102
SVR 036 0.43 9.6 5.0 2186 0.60 0.51 0.76 84 44 25

RF 0.25 0.33 10.5 5.7 219.7 0.47 037 0.42 96 438 203

GBM 027 0.37 103 54 9.1 0.55 0.49 0.53 8.6 42 2167

MLP 0.4 0.48 9.3 49 152 0.65 0.63 0.73 73 3.6 8.9

Odet MLR __ 0.70 0.73 36.6 212 4 0.80 0.42 0.47 50.8 18.9 6.8
SVR___ 0.66 0.56 38.7 203 2038 0.94 0.93 0.92 17.4 10.8 6.8

RF 0.65 0.55 39.1 20.4 219.1 0.94 0.86 0.69 249 142 152

GBM __ 0.70 0.66 363 205 2145 0.94 0.93 0.86 17.7 103 8.6

MLP __ 0.72 0.70 352 195 137 0.95 0.94 0.89 15.8 9.8 3.3

Ubaye MLR 081 0.89 20.0 12.5 46 0.90 0.89 0.94 15.0 10.1 0.9
SVR 0.8 0.92 16.1 10.5 5.9 0.94 0.94 0.96 11.5 7.9 1.8

RF 0.84 0.86 182 132 6.8 0.88 0.87 0.84 16.4 10.7 2

GBM 08l 0.79 20.0 13.2 8.7 0.91 0.91 0.94 13.9 9.9 0.6
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MLP 0.85 0.90 17.6 10.7 -0.6 0.94 0.94 0.95 11.5 7.6 0.4

Esteron MLR 0.25 0.37 38.5 22.3 -20.7 0.76 0.56 0.65 29.6 12.7 6.5
SVR 0.23 0.25 39.1 21.4 -32.8 0.85 0.81 0.86 19.1 9.8 0.4

RF 0.19 0.19 40.1 23.0 -32.4 0.79 0.68 0.56 25.2 14.8 -19.5

GBM 0.18 0.19 40.1 22.9 -31.8 0.78 0.76 0.76 21.6 12.8 -11.6

MLP 0.13 0.25 41.5 27.1 -24.9 0.91 0.91 0.90 13.6 8.9 -2.4

RMSE and MAE in mm month™'. Bold rows mark the best S3 model (highest NSE) in each catchment.

Table 7. Mean test NSE and mean RMSE rank of the models over
the six catchments

Model NSE NSE NSE Rank Rank Rank
S1 S2 S3 S1 S2 S3

MLR 0.429 0.503 0.647 2.00 2.67 4.00
SVR 0.410 0.495 0.803 3.00 2.67 2.00
RF 0.398 0.456 0.680 3.83 3.83 4.67
GBM 0.365 0.467 0.775 4.00 3.33 3.17
MLP 0.421 0.489 0.851 2.17 2.50 1.17
Persistence 0.156 0.156 0.156 — — —
Climatology 0.373 0.373 0.373 - - -

Rank 1 = lowest RMSE among the five models in a catchment.

Figure 6 compares the observed test hydrographs
with the best S2 and S3 models. The S2 forecasts follow

Bruche: 52 GBM (MSE=0.47) | 53 MLP (M5E=0.88)

the seasonal cycle but systematically lag or damp the
peaks, because a flood caused by heavy rain in month ¢
cannot be anticipated from information available at 1.
This is clearest for the January 2018 flood in the Bruche
and the Meuse and for the autumn floods of the Esteron.
The S3 models reproduce the timing and most of the
magnitude of these events. The Ubaye is the exception:
its S2 and S3 hydrographs are almost the same, because
the May—June melt peak is largely predetermined by the
snowpack and the calendar.

Mouse: 52 MLP (NSE=0.42) | 53 MLP {NEE=0.80)
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Figure 6. Observed and predicted monthly streamflow in the test period for the best forecast (S2) and perfect-forcing (S3) models

The scatter plots of the best S3 models (Figure 7)
show slopes of 0.67-0.95, i.e. a tendency to
underestimate high flows. This was strongest in the
Loing, where the June 2016 flood (67 mm) was

predicted as 23 mm. PBIAS was negative for almost all
models and scenarios (Table 6), ranging from —1.8%
(Ubaye, SVR) to —10.2% (Bruche, MLP) for the best S3
models. Part of this bias comes from back-transforming
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Esteron, whose mean test-period flows were 34%, 11%
and 28% higher than in training.

log-space predictions, which estimates the conditional
median rather than the mean (Duan, 1983). Part comes
from the wetter test period in the Loing, the Odet and the

Bruche (MLP, 53)

Meuse (MLP, S3)

Loing (MLP, 53}
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Figure 7. Observed versus predicted monthly streamflow of the best S3 model in each catchment (dashed: 1:1 line; red: least-squares fit)

3.4. . Generghsatmn an.d Statistical Significance Table 8. Diebold—Mariano tests on squared errors in the test period
Train—test differences in NSE (S3) revealed clear Best DM Os. Best  DM(S3
overfitting by the tree ensembles. The mean gap was Catchment — “q5 “g)" P 2 vs.S2)

0.28 for RF and 0.21 for GBM, compared with 0.09 for Bruche MLP 2100 0320 GBM 242 0018
MLP and 0.13 for SVR. The largest gaps occurred in the Te_“se xtﬁ '(‘)-A‘lg 8'2;; xtﬁ _?'38 g-ggi
. .. oln -0.: . -1 B
Loing (RF: training NSE 0.95, test 0.37). Because a tree Odetg MLP 124 0218 MLP 260 0011
cannot predict values beyond the range of its training Ubaye SVR 234 0022 SVR -226  0.027

Esteron MLP -1.15 0.255 MLR -2.90 0.005

targets, RF and GBM were additionally penalised in the
catchments whose test period contained record monthly
flows. In S2 and S3, the selected MLPs all used the
strongest regularisation in the grid (o = 1), and the
selected SVRs all used the smallest kernel width (y =
0.01). These choices indicate that smooth response
surfaces generalise best with about 150 training months.

The Diebold—Mariano test (Table 8) showed that S3
errors were significantly smaller than S2 errors (p <
0.05) in five catchments. The exception was the Loing
(p = 0.094). In contrast, the best S3 model was
significantly better than MLR only in the Ubaye (p =
0.022). In the other catchments the lower RMSE of the
MLP was not statistically distinguishable from MLR
over 65-72 test months, because a few large events
dominate the squared-error differences.

Negative DM values indicate smaller squared errors for the first model; Harvey et al.
(1997) small-sample correction.

3.5. Input Importance and Seasonal Error
Structure

Permutation importance (Figure 8) confirmed that
two inputs carry most of the information. The one-month
lagged flow accounted for 20—46% of the importance
and was most influential in the groundwater-dominated
Loing, and same-month precipitation accounted for 18—
51% and was most influential in the flashy Esteron.
Lagged PET was also important in the Meuse, Odet and
Bruche (27%, 22% and 17%), where it acts as an
indicator of the seasonal state of soil moisture. The
Ubaye differed from the other catchments: the cosine of
the month (18%) and the 12-month lagged flow (15%)
were nearly as important as precipitation, which reflects
the regular timing of the melt season. Additional flow
lags (t-2, t—3) contributed less than 5% everywhere.
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Figure 8. Normalised permutation importance of the inputs (mean of RF and GBM, scenario S3)

Seasonal error analysis (Figure 9) showed that
forecast errors were largest in winter. The median
normalised RMSE of the best S2 models peaked in
January (1.17) and was lowest in July—September (0.08—
0.13). Same-month forcing reduced the January error to
0.30, so the added value of meteorological information
is concentrated in the wet season, when flows are most
variable and most relevant for flood and storage
management.
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Figure 9. Median (line) and range (shading) over catchments of the

RMSE normalised by mean flow, by calendar month, for the best S2
and S3 models

4. Discussion

The central result of this study is that monthly
forecast skill depends more on what is known about the
coming month than on the learning algorithm. In the true
forecast setting (S2), the differences between MLR,
SVR, RF, GBM and MLP were small and inconsistent
across catchments. When same-month climate was
supplied (S3), NSE increased by 0.06-0.66 and the
differences between algorithms became clear. This
agrees with Akbarian et al. (2023), who found that the
skill of ML models driven by ECMWF forecasts over
Iranian basins fell with lead time, and with Rasouli et al.
(2012), who found that local observations and forecast
weather variables were the most useful predictors at

short lead times. For operational use, the S3 results
should be read as an upper bound. A real system would
replace the observed same-month forcing with seasonal
or extended-range forecasts, and its skill would lie
between the S2 and S3 values reported here.

Catchment memory explains much of the between-
catchment variability. The snowmelt-dominated Ubaye
had the highest skill in all scenarios and the smallest
benefit from same-month forcing, because winter snow
storage determines spring runoff several months in
advance. The Loing had the strongest flow
autocorrelation but the lowest S3 skill. In this
groundwater-dominated catchment the monthly signal is
small and smooth, a few summer storm events (e.g., June
2016) dominate the errors, and inter-catchment
groundwater exchanges weaken the link between
catchment precipitation and outlet flow (Le Moine et al.,
2007). The rain-fed Esteron and Odet benefited most
from same-month precipitation, which is consistent with
their fast response and weak 12-month autocorrelation.

Among the algorithms, the regularised MLP and the
RBF-SVR generalised best, whereas RF and GBM
overfitted despite tuning. This differs from the generally
strong performance of random forests reported in water
resources applications (Tyralis et al., 2019), but it
follows from two features of the present design. First,
the training samples were small (about 150 months), so
the ensembles could nearly memorise the training set.
Second, the chronological split placed several record
flows in the test period, and tree-based models cannot
extrapolate beyond the training target range. Smooth
function approximators such as the MLP and SVR are
better suited to this situation, which is common in non-
stationary hydrological records. The finding that MLR
was statistically indistinguishable from the best model in
five of six catchments supports reporting a linear
benchmark and a significance test. It is also consistent
with Papacharalampous et al. (2019), who found that
simple stochastic methods were often as accurate as ML
methods for hydrological time series.
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The study has limitations. The selected SVR and
MLP hyperparameters lay at the edge of the search grid
(y=0.01, o = 1), so a wider grid might improve these
models slightly. The log transformation introduced a
small negative bias, which a smearing correction (Duan,
1983) or direct optimisation of KGE could reduce. Only
six catchments and one-month lead time were
considered, and deep sequence models such as LSTM
(Kratzert et al., 2018), which need longer records, were
not included. Future work should couple the S2
framework with ensemble seasonal forecasts, extend it
to the full CAMELS-FR sample to relate skill to
catchment attributes, and quantify predictive
uncertainty.

5. Conclusions

Five data-driven models were compared for monthly
streamflow prediction in six French catchments with
contrasting hydro-climatic regimes, using open
CAMELS-FR data for 1999-2018, a chronological test
period and naive benchmarks. The main conclusions are:

(1) In a genuine one-month-ahead forecast (S2), the
best models achieved NSE = 0.25-0.87 and KGE up to
0.92 and outperformed climatology and persistence in
all catchments. However, the non-linear models
improved little on multiple linear regression.

2) Supplying same-month precipitation,
temperature and PET (S3) increased NSE to 0.63-0.94
and reduced RMSE by 21-65%, and the improvement
over S2 was statistically significant in five catchments.
The value of meteorological forecasts is therefore largest
in rain-fed catchments and in winter, and smallest in
snowmelt-dominated catchments.

(3) The regularised MLP was the most accurate
model overall (mean NSE = 0.85 in S3; best in five
catchments), followed by SVR (0.80), which was best in
the Alpine Ubaye. RF and GBM overfitted the short
training records and underestimated floods that
exceeded the training range.

(4) One-month lagged flow and same-month
precipitation were the dominant predictors. Seasonal
encoding and 12-month lagged flow were useful only in
the nival regime, and flow lags beyond one month
contributed little.

These results suggest that operational monthly
forecasting systems should give priority to good initial-
state information and to reliable precipitation forecasts,
and should always report a linear model and climatology
as benchmarks when evaluating machine learning
models.
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project.org/package=airGRdatasets), distributed under
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